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About the Ugly Guy Speaking

© SQL Server MVP
© Founder of Pragmatic Works

© Co-Founder of BIDN.com, SQLServerCentral.com and
SQLShare.com

O  Written more than a dozen books on SQL Server



Today’s Problems with Data

o |ntegration today
O Increasing data volumes
O Increasingly diverse sources
o Requirements reached the Tipping Point
O Low-impact source extraction
O Efficient transformation
© Bulk loading techniques




Agenda

o SQL Instance-level
© Data load tuning
o Fast Track maintenance
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SQL Server Fast Track Data Warehouse

O

A method for designing a costffective, balanced system
for Data Warehouse workloads

Reference hardwareonfigurationsdeveloped in
conjunction with hardware partners using this method

Best practicedor data layout, loading and management



Fast Track Data Warehouse Components
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Fast Track Performance

HPProLiantDL785 G6
V (8) AMDOpteronCPUs6core, 2.6 GHz

V 48total CPU cores
V 24 TB optimized storage (48 TB max)

V 9600MB/s throughput
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Case Study

Replaced AS/400 DB2 with SQL Server
Replaced CICS with SSIS

Saved ~S50,000 a month

Took 12 hour process down to 50 minutes
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Fast Track Data Warehouse Reference Configurations
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DW products positioning

PDW with .
Tl Al Incremental HW Expansion,
(S:‘:a'el ’ Fast parallel loading by default
omplexity
HA by default HA by default

SWHW integration

SQL Server 2008
with Fast Track
Reference Architecture

SQL Server 2008
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Fast Track Data Warehouse Components
Balanced across all components

SQL Server 2008 Potential Performance Bottlenecks
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Current Fast Track Architectures are
rated at 200 MB/s per CPU core



Fast Track SQL DW Architecture vs. Traditional DW

Traditional SQL DW Fast Track SQL DW Architecture
Architecture Dedicated DW Infrastructure
Shared Infrastructure Architecture modeled after DW Appliances

1TB i 48TB Pre-Tested

Dedicated Network
Bandwidth

Enterprise Shared Shared Network
SAN Storage Bandwidth

Dedicated Low Cost
SAN Arrays 1 for every
4 CPU Cores
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Fast Track File Layout




SQL Server File Layout
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SQL Server File System

© Three layers of storage configuration
O Dedicated SAN file system

O Logical storage allocation

©  Primary Data (user databases)
© (4) 2 disk RAID-1 arrays per enclosure
o Log
© (1) 2 disk RAID-1 array per enclosure
o All tables are compressed with PAGE compression



Mounting the SAN File System

© Creating LUNS

© Mount points can be used to map LUN’s to the
Windows Server OS

O Fast Track RA recommends using a naming scheme to
identity LUN to physical disk relationship.

o LUN, RAID, and Physical Disk number are used as
components of the windows volume name

o Naming scheme enables targeted |0 validation of disk
(LUN), array, and storage processor using a tool such as
SQLIO



SQL Server Configuration

o SQL Server Startup

o -E: Allocate 64 extents at a time (4MB)

o This is not a guarantee of a logically contiguous extent
allocation

© -T1117: Autogrow in even increments
© -T610 : Minimal logging during data loads

o All databases should be sized to meet expected growth
for next 12-18 months

o Autogrowfor ALL Databases should be setto 4 MB

Microsoft Confidential



SQL Server Files

© Transaction Log

O Create a single transaction log file per database and
place on a dedicated Log LUN.

O Enable auto-grow for log files

O The transaction log size for each database should be at
least twice the size of the largest DML operation



SQL Server Files

o User Databases

O Create at least one Filegroup containing one data file
per LUN

© FT targets 1:1 LUN to CPU core affinity
©  Make all files the same size
O Effectively stripes database files across data LUNs

© Multiple file groups may be advantageous
© Transaction Log is allocated to a Log LUN.



Core Fast Track Metrics

These metrics are use to both validate and position
Clhaud ¢NJ O]l w! Qa

MaximumQConsumptionRate ¢ Ability of SQL Server to
process data for a specific CPU and Server combination and a standat
SQL query.

BenchmarkConsumptionRate ¢ Ability of SQL Server to
process data for a specific CPU and Server combination and a user
workload or query.

User Data Capacity¢ Maximum available SQL Server storage for

a specific Fast Track RA assuming 2.5:1 page compression factor and
GB 15K SAS0% of this storage should be reservedfor DBA operations



Data Load in a Fast Track




Conventional data loads lead to
fragmentation

o Bulk Inserts into Clustered Index using a moderate
‘batchsize’ parameter

O Each ‘batch’ is sorted independently
o  Qverlapping batches lead to page splits






